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Architecture for Application-Aware Caching
Separate the Purchase of Performance from Capacity

A given in the complex world of IT management is that every customer has different needs.
Budget constraints and performance requirements clearly drive purchasing decisions, but these
are not the only criteria. Other items such as application selection, business model, architectural
preferences, data access patterns, and user work habits ultimately drive IT decisions.

However, all too often the tradeoffs in IT spending are not clear cut, particularly in the area of
storage deployment and management. IT decision makers are forced to wade through a plethora
of unclear options with hard-to-quantify benefits. This often results in spending that far exceeds
need.

Case in point: storage capacity. The Enterprise Strategy Group (ESG) now estimates that
average file-based storage utilization now stands at only 40%. What accounts for this? It's
simple; as disk drives become denser, the only way to accelerate performance is to over-
provision capacity to ensure maximum drive-head to data ratios.

So how do IT decision makers break the cycle of unclear purchasing requirements? Storspeed
thinks the answer is to separate out performance spending from capacity scale-out. The only
way to achieve purchasing independence is with a solution that allows visibility into the storage
infrastructure requirements, the flexibility to scale processing, and caching technologies to meet
those requirements and the intelligence to get the most performance out of their investment.

The Storspeed SP5000 Solution

Storspeed’s SP5000 Application-Aware cache was designed to provide the visibility, scalability,
and intelligence required to optimize application performance to best meet our customers’ needs.

The Storspeed SP5000 Application-Aware Caching solution installs between clients and the
supporting storage systems. It uses advanced packet inspection to analyze all of the traffic
flowing to and from the storage infrastructure and provides a complete set of performance profiles
to intelligently control caching behavior.
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The Storspeed SP5000 solution installs invisibly between clients and file-based storage
subsystems

Visibility

Visibility into storage access and performance is a key element of the Storspeed solution.
Storspeed’s SP5000 monitors all NFS messages and delivers knowledge on requests,
operations, and performance by client, application, filer, and time/date and provides the data to
the IT manager via an intuitive web-based GUI utility. This level of detail has never before been

available to IT managers. Yet it is critical to understanding bottlenecks and configuring the
storage infrastructure for optimal performance.

Key to the power of the SP5000 is its ability to show data access patterns with drill-down
detail
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The ability to inspect traffic at 10 gigabit per second speeds without introducing latency requires a
robust hardware platform. Only the Storspeed SP5000 has the power to provide this level of both
client and filer visibility.

Scalability

The Storspeed SP5000 hardware architecture consists of three basic building blocks —
inspection/policy processor, DRAM & SSD cache, and 10 gigabit Ethernet clustering interconnect.
Taken together, these allow the Storspeed Application-Aware caching solution to seamlessly
scale to meet the performance requirements of any customer installation.

The inspection/policy processor is the key
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back to both clients and filers and ensures
that performance profiles are implemented.
The number of processors required is
dependent on how many clients are
expected to access the storage subsystem
at the same time. Each SP5000 supports
up to 2 processors, 64 simultaneous threads and 16GB of local cache. The cache is used for both
working space and for meta data caching. Performance is scaled up by adding multiple
processors clustered together through a private 10 gigabit Ethernet network.

Ultimate
Scalability

Each SP5000 supports 64 GB of DRAM cache. DRAM is directly connected to the 10 gigabit
Ethernet cluster interconnect and provides the quickest response times and throughput for data
requests. Capacity is scaled up by adding multiple SP5000 caching nodes via the 10 gigabit
Ethernet cluster interconnect.

Each SP5000 is designed to support up to 8 SSD drives. SSDs are aggregated via Storspeed’s
10 gigabit Ethernet cluster interconnect to provide a truly massive bulk cache.

The Storspeed SP5000 architecture allows for independent scaling of both DRAM and SSD-
based cache, creating the optimal balance between the highest performing and the largest
capacity caches per individual customer requirements.

10 gigabit Ethernet-based clustering is a core piece of the Storspeed solution. With 10 gigabit
Ethernet as a foundation only Storspeed has the flexibility to expand processing, fast caching,
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and bulk caching independently. Moreover, 10 gigabit Ethernet clustering provides the basis for a
resiliency. In a clustered deployment, the Storspeed Application-Aware cache is automatically
fault tolerant. Any single failure will result in only that piece of the cache being removed--all other
SP5000s continue operating. In the event that there is a catastrophic failure the Application-
Aware cache will enter bypass mode, allowing all traffic to pass from client to filers directly.

Only Storspeed can scale from a single SP5000 up to large clusters designed to meet the most
demanding workloads and uptime requirements.

Intelligence

Storspeed’s SP5000 Application-Aware cache was designed to balance applications’ need for
storage performance and the storage infrastructure’s ability to deliver it. This balance can only be
accomplished through: visibility into application requirements; visibility into caching and storage
capabilities; a flexible and scalable infrastructure that can deliver processing and caching
performance; and the intelligence to take in all the information, adjust the resources available to
meet application performance requirements in real-time.

The SP5000 dashboard

The SP5000 provides a detailed look into the storage infrastructure and the tools to optimize the
performance delivered to the most critical applications. By creating performance profiles, IT
managers can choose which applications get which resources. Performance profiles can be
created by applications, clients, protocols, file types, file sizes or even a combination of network
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and file parameters. For applications with scheduled run-times, administrators can accelerate that
application’s data during that time.

Only Storspeed has the intelligence to optimize the infrastructure for ultimate performance.

Conclusion

Storspeed’s breakthrough solution is the first and only to deliver visibility into application
performance requirements and back-end storage capabilities. Only Storspeed provides the
scalability in processing, fast caching, and bulk caching fundamental in keeping up with
application performance demands. For the first time IT managers have to tools to clearly define
their storage requirements to make the best purchasing decision for their organization.

www.storspeed.com

Architecture for Application-Aware Caching



